From: GREGOR Brian J
Sent: Friday, April 18, 2003 10:37 AM
Subject: R Training Course: Week 1, Lesson 1

Hello,

Welcome to the first installment of this email class on learning to use R for
data analysis and modeling. Ben Stabler and I will be your instructors. You’ve
either requested or were chosen to receive these emails. Over the next seven
weeks, you will receive an email each working day with a short lesson. You
should be able to read through each lesson and run a few examples in about
fifteen minutes (at least that’s our goal).

WEEK #1, LESSON #1: INSTALLING AND SETTING UP R

~~~~~~~ Step 1: R Gateway on the Internet ~~~~~~~
The first thing you should do is go to and bookmark the R Project web site
(http://www.r-project.org/). This is your main gateway to R resources. Along the

left border of the web page you will see various links about R. The main ones to
pay attention to are the download and the documentation links.

The download link is named CRAN. This stands for Comprehensive R Archive
Network. If you click on it, you will be shown a list of CRAN mirrors, which are
basically servers which have all of the R files. You can click on any one of
these, but the idea is to use one that is close by. When you’ve done this, you
will be shown a page that has two sections at the top, one saying "Precompiled
Binary Distributions" and the other saying "Source Code for all Platforms". You
will want to get the precompiled binary distribution. Before you click on the
link, see the notes Jjust below.

****Note**** I apologize to our Linux friends at Metro. I don’t know enough
about installing Linux binaries to describe the process. I believe you have all
the help you need there though.

****Note**** The folks at TPAU don’t need to download anything. We have put a
copy of the "rwl070.exe" file in the R directory of the 6420only drive.

~~~~~~~ Step 2: Download Binary File ~~~~~~~

When you click on the "Windows (95 and later)" link, you will be shown a page
with three links. Click on "base". That will get you to the page with a link to
download the base R distribution. If you click on "rwl070.exe", you will then
get a dialog box asking whether you want to open or save the file. Click on
"Save" and then use the file browser dialog box to point to a convenient
location to save the file to (e.g. C:\Temp).

~~~~~~~ Step 3: Install the Program ~~~~~~~

The file you’ve downloaded is an installer program. It will begin installing R
if you double-click its icon (or right-click, open). Note that you can do this
yourself because the program does not write to the system registry. (**** Note
to TPAUers **** If you have any questions about this, talk to Ben or me.) Here
are some notes on the installation dialogs you will see:

1. License: The license you are asked to accept is the GNU General Public
License. This is good. It basically says that you are free to use and modify the
program as you wish and to distribute it to whomever you wish to. However, if
you distribute it, you must also distribute the source code, and if you modify
it and distribute it, you must include the source code for your modifications.



2. Installation Directory: By default, it will install in the "C:\Program
Files\R\rwl062" directory. I suggest you change this to "C:\Program Files\R\rw".
I’11 explain the reason for this at the end.

3. Component Selection: You are safe going with the default component selection.
You could also install the "Source Package Installation Files" if you envision
yourself developing packages in the future.

4. Start Menu Folder: I accept the default.

5. Select Additional Tasks: I accept the default.

~~~~~~~ Step 4: Final Setup Steps to Make R Most Usable ~~~~~~~

You can start an R session by double-clicking on the R icon on your desktop or
by using the start menu. Before you start using R, though, I have a few
suggestions that will make it easier for you to use R.

The first thing to do is to change some of the startup parameters for R. You can
do this in the desktop shortcut that was created. If you right-click on the
shortcut and then highlight and click on the "properties" menu item, you will
get a tabbed dialog box with the properties for the shortcut. Click on the
"Shortcut" tab and note the "Target" input box. It should say "C:\Program
Files\R\rw\bin\Rgui.exe" if you installed the program according to my
suggestions. Put the cursor at the end of this line, add a space and then type
"——internet2" (without the quotes). Add another space and then type "--max-mem-—
size=400000000" (without the quotes). The first addition allows R to connect to
the internet. This is necessary if you want to get additional R packages over
the internet. The second addition increases the amount of memory that is
available to R from the default of 256Mb. This is the setting I use on my
computer (400Mb on a 512Mb computer) .

The second change involves the "Start in" dialog box. Don’t make any changes
just yet to this. For now, click the "OK" button. To understand the point of the
second change, there’s some basic things you should know about working with R.
As you work in R, it keeps track of all the objects that you are working with.
(Objects are data, functions, etc.) It also keeps track of all the commands you
type into R. When you quit R, it saves these as two files named ".RData" and
"_.RHistory" in the working directory. If you start R now, and type "getwd()"
(without the quotes) at the prompt and then press the Enter key, it should reply
"C:\\Program Files\\R\\rw". (**** Note **** The reason why the double
backslashes has to do with the fact that DOS uses the "escape" symbol to
separate directory names. This symbol is used for other purposes as well. For
example, "\t" means a tab. So in order to distinguish the use of "\" as a
directory separator, it is necessary to type "\\")

I find it helpful to set up a separate folder for each analysis project I’'m
working on. I paste a copy of the desktop shortcut into that folder. Then I open
properties dialog for that copy and type in the path for that folder in the
"Start in" input line. Then when I start R using that shortcut, it will set the
working directory to that folder. When I quit working, it will save the ".RData"
and ".RHistory" files there.

~~~~~~~ Step 5: Goodbye ~~~~~~~

Now here’s the reason why I suggested that you rename the installation
directory. By renaming the directory, you’ve made your shortcuts more generic.
If you install a new R version in this same directory, all of the shortcuts
you’ve created will continue to work. If you had used the default, then at best
the shortcuts would start an older version of R and at worst would not start
anything if you deleted the old version.



That should get you up and running for now. On Monday, Ben will lead you around
the R interface and explain how you use this program.

Brian Gregor, P.E.

Transportation Planning Analysis Unit
Oregon Department of Transportation
Brian.J.GREGOR@odot.state.or.us

(503) 986-4120

From: GREGOR Brian J
Sent: Friday, April 18, 2003 11:31 AM
Subject: R Lesson

Peter brought to my attention that not everyone in the unit has 512Mb of memory
in their computers. If you edit the shortcut as I suggested to increase the
memory that R can use, your computer will crash when you start R. (At least
that’s what happened to Peter.) You can check how much memory you have by right-
clicking on "My Computer" and selecting the "Properties" menu item. The amount
of memory you have in bytes is at the bottom of the "General" tab. If you don’t
change the memory allocation in the shortcut, this will not be an issue. Unless
you are working with very large datasets, you won’t need to allocate more memory
to R anyway.

Brian

From: GREGOR Brian J

Sent: Friday, April 18, 2003 12:07 PM

Subject: Lesson Correction

Here is a correction to today’s lesson.

I had recommended that you add "--max-mem-size=400000000". You do not need to do
this. I was doing this with an earlier version of R and did not realize that
newer versions now default to 1Gb or the maximum amount of memory available.

Thanks to Peter for discovering this problem.

Brian



From: STABLER Benjamin
Sent: Monday, April 21, 2003 8:40 AM
Subject: R Training Course: Week 2, Lesson 1

Welcome to lesson 2 of the R class on learning to use R for data analysis and
modeling.

WEEK 2, LESSON #1: USING R

~~~~~~~ Step 1: R Programs ~~~~~~~
R is a "programming environment for data analysis and graphics," which basically
means that it is a programming language in addition to an application such as
Excel or SPSS. There are three interfaces to R:

1) RGui - The most "Windows" like interface to R. It has some menus and allows
for easy copying and pasting and printing. This is the interface that Brian and
I most often use. There are a few limitations to RGui but those are mostly in

its interaction with other programs.

2) Rterm - The "DOS" or "UNIX" interface to R. It is strictly command line and
is not very integrated with Windows. This is also the interface for the Linux
version of R.

3) Rcmd - The additional tools interface to R. It is used to run various
advanced tools that can be used with R. These includes such tools as BATCH (to
run R in batch mode), COMPILE (to compile files for use with R), SHLIB (to build
shared libraries (code) for dynamic loading), INSTALL (to install add-on
packages), and REMOVE (to remove add-on packages). Rcmd is for advanced R
sessions and is not currently in the lesson plan.

All three (two for Linux users) of these interfaces should be in your R
installation folder. Windows users should start with RGui.

~~~~~~~ Step 2: Entering Expressions ~~~~~~~
Start up R by clicking the R shortcut on your desktop, the shortcut in your

project folder, or by typing R at the Linux prompt. You will see the R start-up
message followed by the ">" character. The ">" character is the R prompt that

signifies that R is ready for input. The prompt is where you enter expressions
for R to evaluate. Entering expressions is easy in R. In addition to all the
great stuff R can do, R can be a simple calculator. Type 5 + 3 and then press
enter. R should return [1] 8. Ignore the [1l] for now. R is really smart
though, so if you type c(5, 6) + 3 you get [1] 8 9. R knows to add 3 to each
number in the vector. The c( ) function takes any number of numbers or strings

and combines or concatenates them into a vector.

You can also assign the results of an expression to a named object. The
assignment operator "<-" will assign the result of the calculation to an object,
which you refer to by name. For example, type x <- 5 and then press enter.

Then type x and press enter. R returns [1l] 5. So we have assigned the number 5
to the R object named "x." You can enter multiple operators on one line as
well. For example, type y <- 3 * 4 + x and then press enter. Then type y and
press enter and R returns [1] 17. You now have an object named x and an object
name y in your workspace, which R will ask to save when you close R. You also
have the option of saving the commands you entered at the prompt (such as y <- 3
* 4 + x).

~~~~~~~ Step 3: The Workspace ~~~~~~~



All the objects (such as a vector consisting of 5 numbers - say 1,2,3,4,5) that
you create will be stored in the workspace by default. After you create R
objects you can recall them since they are stored in the workspace. When you

exit R, it prompts you to save the workspace. If you enter "yes" then R creates
two files in the directory that you defined as the "Start In" folder for the R
shortcut. The .Rdata file is a collection of R objects that were in the

workspace and the .Rhistory file is a text file of every line you typed at the
">" prompt. When you start R again, it automatically loads the .Rdata file and
the .Rhistory file so that all the objects you had in the workspace and all the
commands you typed earlier are available. To see your history of commands
simply press the up arrow and R will display the next one with each press of the
key. You can also type history( x ) where x is equal to number of commands to
display.

One other important function to note is the 1ls( ) function. The 1ls( ) function
returns a listing of all the objects in the workspace. So in our example above
1s( ) returns [1] "x" "y". This is a nice way to get the name of an object you
created.

~~~~~~~ Step 4: Menu Commands ~~~~~~~

In addition to the standard Windows menu commands, RGui has the load/save
workspace and history commands, the packages commands, and the help commands.
The load/save workspace and history commands are similar to what R does when it
asks you if you want to save your workspace and when it loads the workspace upon
startup. These commands can be very helpful in saving your workspace as a
backup to another location or loading that backup from a location other than
that specified by your "Start In" location.

The packages commands allow you to install packages (such as collections of R
code, functions, data, and faster C++ functions) that others have written.
Since R is an open source project, there are lots of additional packages
available that extend R. These can be downloaded from CRAN (Comprehensive R
Archive Network) by using the packages menu in RGui. For details on the
packages see the CRAN website.

The help menu consists of many different routes for obtaining help. I recommend
the "HTML Help" option since it links to an HTML index page that has a search
function and hyperlinks to related R commands.

~~~~~~~ Step 6: Using a Text Editor ~~~~~~~

Finally, we thought it would be a good idea to mention a few tips on using a
text editor in conjunction with R. Soon you will be writing multiple line R
expressions that are not easy to recall. Thus you might want to have a working
text document open in another program where you write your R code. Then when
you are satisfied with the code, copy and paste it into RGui and R will execute
it. A number of text editors will do, but one with syntax highlighting for the
R language is preferred. At http://cran.us.r-project.org/other-software.html is
a few links to editors with R syntax highlighting. Syntax highlighting is when
a text editor colors your code in a certain way depending on categorized words.
For example, I created an Ultra Edit syntax highlighting file that you can get
on the link above that colors functions blue, strings red, comments green and
braces bright blue. Brian likes j-edit, which is open source and written in
Java. There is also Emacs, WinEdt, and Kate. TPAU people should probably
install Ultra Edit as their R text editor.



That is all for this lesson, I hope it is not too long. Tomorrow Brian will
write about the R environment.

Benjamin Stabler

Transportation Planning Analysis Unit
Oregon Department of Transportation
555 13th Street NE, Suite 2

Salem, OR 97301 Ph: 503-986-4104



From: GREGOR Brian J
Sent: Tuesday, April 22, 2003 9:37 AM
Subject: R Lesson, Week 2, Lesson?2

WEEK 2, LESSON #2: THE R ENVIRONMENT
We’ve already acquainted you with some aspects of the R environment. To recap:

There are several programs that you can use to run R, but most likely you
will use Rgui.

When you type something at the prompt and then press the enter key, R will
evaluate what you have typed.

You create objects in the R workspace by assigning them to a name with the
'<-" operator. These objects are now in memory and can be summoned by typing
their names.

You can list all of the objects in the workspace by typing 1ls().

You can save all of the objects in the workspace by using the menus command
"File\Save Workspace’. These objects are saved in a file called ’.RData’ in the
current directory. When you quit R, it will automatically ask you whether you
want to save the workspace.

R also keeps track of all of the commands that you type. This command
history is saved in the ’.Rhistory’ when you exit. You can also save it at any
time using the 'File\Save History’ menu item. When you are working, you can use
the up and down arrows to scroll through recent history.

Now here are a few more aspects of the R environment to be aware of.

When you start up R, it will automatically reload the ’.Rdata’ file into the
workspace. All of the objects you created in your last session should be there
providing that you saved it on exiting, and you are in the same directory where
you saved them. (If you put a shortcut to Rgui in the folder where you are doing
your analysis and change the shortcut ’Start in’ property to that folder, you
should have no problems with misplacing data.)

Your workspace is the first place that R will look for objects. If R does not
find an object in the workspace, it proceeds through a search path of places to
look for it. You can see these places by typing ’search()’ at the prompt. Here’s
what I get when I type this.

".GlobalEnv" "package:methods" "package:ctest" "package:mva"
"package:modreg" "package:nls" "package:ts" "Autoloads"
"package:base"

The first item you see is ' .GlobalEnv’, which is another name for the workspace.
What you mostly see are a bunch of names starting with ’package’. Packages are
libraries of objects that are loaded into memory. These are most often functions
and data. ’'Autoloads’ is a reference to on demand loading of a library. This is
a way to specify that a library is to be loaded if a certain object is
requested.

When you refer to an object, R will work its way through the search path in the
order listed to find it. If same name is used for two different objects, R will



give you the first object with that name. This means you could unintentionally
hide an existing object if you create an object with the same name. For example,
if you type ’"pi’ at the command prompt, you will get the value 3.141593. Now if
you type ’'pi <- 3’ and then type 'pi’ at the command prompt, you will get the
value 3. The real value of pi is still there, but to get it, you have to skip
your workspace (".GlobalEnv"). This can be done with the "get ()’ function. Type
"get ("pi", pos=2)’ and you will get the correct value because you told ’get ()’
to start the search at the second spot in the search path. (Note that ’"get ()’
expects the object name to be in quotes.) It’s best, though, to try not to use
the name of an object in any loaded package.

You can find out what is in a loaded package with the 'ls ()’ function. For
example, if you type ’'ls("package:mva")’, you will get the following:
"as.dendrogram" "as.dist" "as.hclust" "biplot"
"cancor" "cmdscale" "cophenetic" "cutree"

"dist" "factanal" "format.dist" "hclust"
"heatmap" "kmeans" "loadings"

"order.dendrogram" "plclust" "plot.hclust" "prcomp"
"princomp"

"princomp.formula" "promax" "rect.hclust" "reorder"
"reorder.dendrogram" "screeplot" "varimax"

You’d get the same result if you typed ’ls(pos=4)’ because "package:mva" is in
the fourth position in the search path. When you type ’'1ls ()’ without anything in

the parentheses, R gives you the contents of the first position in the search
path which is your workspace.

Many libraries of useful functions and data came with your R installation. These
can be loaded with the ’library (some_package_name)’ command. If you just type
"library ()’ at the command prompt, a window will pop up which lists the
available libraries and short description of each. If for example, you wanted to
read in an SPSS dataset, you would type ’library(foreign)’ at the command
prompt. If you then type ’'search()’ you would find that the foreign package was
loaded at the second position in the search path.

Additional libraries are available over the internet. You can view what’s
available and install them with the menu command ’'Packages\Install package (s)
from CRAN ..’. This will connect to CRAN and produce a window containing a list
of all the libraries that are available. You then can use standard windows
selection methods to choose one or more of them to load. Then click on OK and
they will be installed. Finally you may answer 'y’ to the question at the
command prompt "Delete downloaded files (y/N)?2".

There are a few additional useful functions to cover this lesson.

You can remove an object from the workspace with the ’'rm(some_object_name)’
function. So if you type ’"1s ()’ now you should see the name of the object ’'pi’
which we created earlier. Typing 'rm(pi)’ or 'rm("pi")’ will remove it. The real
pi is still there and will now be revealed if you type its name.

You can remove all objects from the workspace with the 'Misc\Remove all objects’
menu command.

It’s also worthwhile to know that you can save individual objects in the
workspace with the ’save ()’ function, not just the entire workspace. If for
example you type 'mph.to.fps <- 1.47’ and then type ’'save(mph.to.fps,
file="speed_convert")’, this object will be saved to the current directory with



the file name ’speed_convert’. Note that the object name is not in quotes but
the file name is. You can reload that object with the command

"load ("speed_convert")’. This will recreate the 'mph.to.fps’ object in the
workspace. Again, please note the quotes around the file name. More than one
object can be saved with the ’save ()’ command. To do this, you should know
something about lists, a topic for later this week.

That’s it for this lesson. Here’s a summary of the functions we covered this
time:

"search ()’ shows the search path R follows to find an object name.

"get (pos=)’ allows you specify where you want to retrieve an object from
in the search path.

"1s (some_package_name)’ allows you to look at the contents of a library
that has been loaded.

"library ()’ lists all the libraries that are available on your computer.
"library (some_library_name)’ loads a library into the workspace.

The menu command ’Packages\Install package(s) from CRAN ..’ allows you to
get other libraries.

"rm(some_object_name)’ removes an object from the workspace.

"save (some_object_name, file="some_file_name")’ will save a workspace
object to disk.

"load("some_file_name")’ will retrieve a saved object.



From: STABLER Benjamin
Sent: Wednesday, April 23, 2003 10:12 AM
Subject: R Week 2 Lesson 3, Vectors and Matrices

WEEK 2, LESSON #3: VECTORS AND MATRICES
DATA TYPES

R recognizes several types of data. Numbers and character strings are the most
familiar of these, but it also recognizes logical (or Boolean), complex and NULL
types. Logical data types are often used for program control and subsetting
matrices (and other data structures) in R. TRUE and FALSE are how R represents
logicals. Note that there are no quotes around the words since they are not
character types, but logical types. If we assign to x the word “TRUE” ( 'x <-
“TRUE”' ), R will create x as a character type object. The 'typeof( )' function
will return “character” for our x object. To assign the logical type value TRUE
to x we just type x <— TRUE. Then 'typeof( x )' returns “logical”. It is a
subtle difference but can be important when your code expects a logical type
value as opposed to a character type value.

NULL data types represent nothing. This is different than 0 or an empty
character string (""). You can assign NULL to an object by typing ‘x <- NULL’.

Complex data types represent complex numbers.

All of these data types can have a special value, NA, which represents a missing
value. This is a useful value because R will keep track of the effect of missing
values in computations. For example, adding a number to a NA results in a NA.
NAs can also cause a lot of trouble in your analysis. If, for example, you take
the mean of a set of numbers which includes one or more NAs, the result will be
NA, unless you tell the 'mean()' function to ignore them. A very important
function to remember for testing if NAs exist in your data is the 'is.na( )
function. For example if you type 'y <- c(2,4,NA)' and then type 'is.na(y )',
you will get an answer of FALSE FALSE TRUE. Watch out for NAs!

A}

VECTORS

Data types can be organized into several different data structures. The
simplest data structure is the vector, which is collection of numbers. To
create a vector we can use the 'c( )' function. For example: 'myvector <- c(2,
4, 67, 1, 1, 443)'. If we want to view what myvector looks like we Jjust need to
type myvector at the R prompt. This is the same as using the 'print( )'
function with the R object as the input to the function - 'print ( myvector ).'

In addition to creating vectors with the 'c( )' function, we can create vectors
with the : (colon) operator. The colon operator creates a sequence of integers
from start:end. For example: 5:10 will return 5 6 7 8 9 10. The colon operator
is a simplification of the 'seqg()' function, which has the form 'seqg(from, to,
by)'. If you type 'seqg(l, 10, 2)' for example, you will make a vector of odd
numbers from 1 to 9.

The 'rep()' function creates vectors of repeating number sequences. For example,
'rep(l:3, 3)' will return 1 2 3 1 2 3 1 2 3.

All R operators and functions are vectorized. This means that R will operate on
each element of a vector. For example, typing '5*c(3,4,5)' will return '1l5 20
25'. This is one of the strengths of R. There is no need to loop through each



element of the vector and multiply the element by 5. Try this with different
operators. (You can find out about what operators are available by typing

"help (Arithmetic)’.) Finally, the vector data structure is the foundation of all
R data structures, and is often used to build more complex data structures such
as matrices.

MATRICES

A matrix is a two-dimensional data structure with each element being of the same

type. You can think of a matrix as a table of cells, with each cell having the
same type of data (such as numeric or character). For example:

2 4 6

5 7 9

1 2 3

is a 3 row by 3 column matrix. Matrices are easy to create in R with the

‘matrix( )’ function. The ‘matrix( )’ function usually takes three arguments:
1) the data to fill the matrix with

2) the number of rows

3) the number of columns

Therefore, we could create the matrix above with the following command:
‘matrix(c(2,5,1,4,7,2,6,9,3),3,3)’. There are a couple of things to note about
the previous command. First, you can use a vector of data to fill the matrix,
and second, that the matrix was filled in column major order (i.e. it filled the
first column from top to bottom then the second column from top to bottom and so

on). We could simplify our matrix function call by assigning the vector to an
object before using it to fill the matrix. ‘mydata <- c¢(2,5,1,4,7,2,6,9,3)'
then ‘matrix(Mydata, 3, 3)’ will create our matrix.

Often you will want to fill the matrix in row-major order instead of column-—
major order. There are two ways to do this. The first is to add the byrow=T
argument to the ‘matrix( )’ function, so we would type ‘matrix(mydata, 3, 3,
byrow=T)’. The second is to transpose the matrix after the matrix has been
created. The ‘t( )’ function will transpose a matrix — so try ‘t( maxtrix/(
mydata, 3, 3) )’. We should probably brake down our statement into the sub-
statements ‘mymatrix <- matrix(mydata, 3, 3)’ and ‘mytmatrix <- t( mymatrix )’.
The final result should be:

2 5 1
4 7 2
6 9 3

As I mentioned earlier, all the elements of the matrix must be the same data
type. As a result, ‘matrix( c(2, 2, “hello”, 3), 2, 2)’ will not keep the
numbers as numbers. Instead, R will demote the numbers to characters, which it
signifies by putting quotes around them.

In addition to using the matrix function to create a matrix, you can also use

the ‘rbind( )’ and ‘cbind( )’ functions to create matrices. The ‘rbind( )’
function will row-bind any number of vectors into a matrix, while the ‘cbind( )’
function will column-bind them. Therefore we could use rbind to create the

matrix above with the following code: ‘rbind( c(2,5,1), c(4,7,2), c(6,9,3) ).’

DIMENSIONS



The R language includes a number of functions that return the dimensions of a
data structure. The ‘length( )’ function returns the number of elements in a
vector or the number of elements (cells) in a matrix. Because R is an object-—
oriented language, it knows how to find the length of a named object such as
myvector, regardless if it is a vector, matrix, or a more complex data
structure. Object-oriented programming can be a little intimidating, but don’t
worry, R handles all the object-oriented stuff behind the scenes, so all you
have to do is type ‘length( myobject )’ and R returns the length of the object.

Unlike vectors, which don’t really have dimensions (okay, maybe they have one

dimension), matrices have two dimensions. The R function ‘dim( )’ will return
the dimensions of a matrix. So in our example above, ‘dim( mymatrix )’ returns
3 3. If you try to ‘dim( a vector )’, R returns NULL, meaning that there is no

dimension defined for vectors.

Well that should be enough R for today’s lesson. Tomorrow Brian will introduce
you to the more complex and very powerful list data structure. But before we
close, here is a list of all the functions used today.

FUNCTIONS
c( ) — create a vector
print ( ) - print an object
(colon) operator - create a sequence vector
seq( ) — create a more complex sequence vector
rep( ) - replicate a number or vector as many times as specified
matrix( ) - create a matrix
t( ) - transpose a matrix
rbind( ) - row-bind wvectors
cbind( ) - column-bind vectors
length( ) - return the length of a vector (or matrix)
dim( ) - return the dimensions of a matrix
typeof( ) - return the data type of the object
is.na( ) - test for NAs
mean( ) - return the mean of a numeric vector

Benjamin Stabler

Transportation Planning Analysis Unit
Oregon Department of Transportation
555 13th Street NE, Suite 2

Salem, OR 97301 Ph: 503-986-4104



From: GREGOR Brian J
Sent: Thursday, April 24, 2003 9:07 AM
Subject: R Week 2 Lesson 4, Lists

WEEK 2, LESSON #4: LISTS

Let’s start with a note about object and value names. R is case sensitive.
"true’ 1is not the same as ’'TRUE’. We who are used of working in the DOS/Windows
world get accustomed to the sloppy way that names are handled. R comes from the
UNIX world which is more particular about naming.

Yesterday you learned about data types and the vector and matrix data
structures. *** At least you should have learned it yesterday if you had been
following the program, instead of doing other things and just waiting for some
"convenient time" to read your R tutorial ;-) *** These data structures and the
operators and functions that know how to operate on them offer some very
powerful computational capabilities. One limitation of these structures,
however, is that they require all their elements to have the same data type. If
you try to combine types like this, ’"c(3, 4, "a", 2)’, R will coerce all the
values into one type; characters in this case. Another limitation for matrices
is that all the rows/columns have to be the same length. You can’t for example
"rbind(c (1, 2, 3, 4), c(l, 2, 3))’ and get what you want. R will recycle the
second vector to make it as long as the first so you get this:

(1,1 1 2 3 4
[2,1] 1 2 3 1
Warning message:
number of columns of result
not a multiple of vector length (arg 2) in: rbind(c(1, 2, 3, 4), c(1, 2,
3))

LISTS TO THE RESCUE

Lists provide a data structure which allows you to combine different types and
sizes of data. In fact, you can include any type of object in a list. For
example, you can include a vector, a matrix, a function, and a list in a list.
This often comes in very handy for keeping data about something together. The
small urban area modeling code, for example, keeps the results of trip
production calculations in a list. The first part of the list contains a set of
matrices of trip productions by trip purpose and hour. The second part contains
a set of matrices of trip productions by special generator and hour. The third
part contains a vector of summary data.

You can create a list with the ’'1list ()’ function. You use the function in the
same way that you use the ’c ()’ function. Entering ’list ("Wednesday", c (1, 2,
3), matrix(1:9, 3, 3))’ at the prompt generates the following:

[[1]]

[1] "Wednesday"

[([21]
(1] 1 2 3



Notice that each part (element) of the list is preceded with a number inside
doubled brackets. This is how R references elements of a list. You can also name
elements of the list when you make it. For example ’list (day="Wednesday",
hours=c(l, 2, 3), trips=matrix(1:9, 3, 3))’ returns:

Sday
[1] "Wednesday"

Shours
[11 1 2 3
Strips

(11 [,21 [,3]
[1,] 1 4 7
(2,1 2 5 8
[3,] 3 6 9

You can then use these names to extract parts of the list. If you had assigned
this list to the name "travel", for example, then entering ’'travelS$trips’ at the
prompt would give you:

(.11 [,21 [,3]
[1,] 1 4 7
(2,1 2 5 8
[3,1] 3 6 9

This naming feature is not unique to the ’"list ()’ function. The ’c()’ function
also allows you to name elements of vectors.

Our friend ’'c()’ also can be used for concatenating elements into lists. For
example, we could add a vector of names to the "travel" list we created by
typing ’'travel <- c(travel, list (persons=c("Ted", "Ed", "Fred", "Ned"))). This
will make the vector of person names the fourth element of the list named
persons. Note that this command uses the function ’'list ()’ within it. This binds
the whole persons vector together as an element of the list. If we had not used
this function, then each element of the persons vector would have been added as
a separate element of the list. Try entering ’c(travel, places=c("here",
"there", "everywhere"))

That’s it for your short introduction to lists. Ben will continue tomorrow with
presentation on a special type of list, the dataframe. Then next week we will
cover a variety of functions about how to manipulate lists.



From: STABLER Benjamin
Sent: Friday, April 25, 2003 8:56 AM
Subject: R Week 2 Lesson 5, Data Frames

WEEK 2, LESSON #5: DATA FRAMES

As Brian introduced yesterday, lists are a data structure that supports
different types and sizes of data. An example list might look something like:

[[1]]
[1] "Wednesday"

[[2]]
[11 1 2 3
[[3]]

[,11 [,2] [,3]
[1,1] 1 4 7
[2,] 2 5 8
[3,] 3 6 9
The list data structure is very useful, but does have its limitations. The
major limitation of lists is that data elements across the list have no
relationship. A couple of examples might better illustrate this point. In out
list above, there is no relationship between the "2" in the second list element
[[2]] and column two (numbers 4 5 6) [,2] in the third list element [[3]]. If

for example we had a very simple list, say:

[[1]]

[1] "Oregon" "Washington" "California"
[[2]]

[1] "Salem" "Olympia" "Sacramento"
[[3]]

[1] 3500000 6000000 34000000

and we wanted to get the approximate population of each state (list element
[[3]]) by entering the state’s name, we would run into some trouble with lists.
This is where data frames, a special type (or class) of lists, is extremely
handy.

DATA FRAMES

A data frame is very similar to a spreadsheet. It consists of any number of
rows and columns of data. It supports different types of data in each column
(unlike matrices) but also recognizes that there are relationships across the
rows (unlike lists, which don’t really have rows). Let’s get a simple data
frame from the data that comes with R. The ’'data( )’ function will load a R
dataset into the workspace. Type ’'data( airquality )’ to load the air quality
dataset into R. Then type ’'airquality’ at the prompt to see the dataset. You
will probably need to scroll up to see the beginning (or top rows) of the data
frame.

If we type ’'str( airquality )’, R will return the structure of the airquality
object, which looks like:



‘data.frame’ : 153 obs. of 6 variables:

$ Ozone : int 41 36 12 18 NA 28 23 19 8 NA

$ Solar.R: int 190 118 149 313 NA NA 299 99 19 194

$ Wind :num 7.4 8 12.6 11.5 14.3 14.9 8.6 13.8 20.1 8.6

S Temp : int 67 72 74 62 56 66 65 59 61 69

$ Month : int 5555555555

$ Day :int 1 2 3 456 7 8 9 10
This tells us that the airquality object is a data frame with 153 observations
or rows of 6 variables or columns. It also lists the name of each column (or
field), the data type (int for integer, num for numeric) and a few sample
values.

Data frames are great for storing data and for reading in existing data that is
in spreadsheet form. There are R functions that will read Access, Excel, DBF,
CSV, and other formats into data frames. But for all the good things about data
frames there is one main thing to look out for when working with them. All the
columns of data must have the same length of values. So you cannot have one
column of length 10 and another of length 11. Accidentally changing the lengths
of the columns is an easy way to corrupt your data frame.

CREATING DATA FRAMES

The easiest way to create a data frame is to use the ’'data.frame( )’ function.
The data.frame function takes any number of vectors as its arguments. For
example:

X <= c(4,5)
Y <= c(1,9)
Z <- data.frame (X,Y)

Z then looks like this:

XY
141
2 59
Notice that it took the X and Y vectors and made them into columns. R also
numbered the rows 1 and 2 and named the columns with the name of the vector used
to create it. If we had tried to create a data frame with a vector of length 2
and a vector of length 3 R would return the following error: "Error in
data.frame( c(9, 9), c(3, 4, 5)) : arguments imply differing number of rows: 2,
3"

You can reference a column of a data frame by name using the ’'$’ dollar sign.

We could get the “Temp” column of the airquality data frame by typing
'airquality$Temp', which will return all the values of the temp column. You can
perform operations on just the “Temp” column of the airquality data frame if you
like. For example: ‘mean (airquality$Temp)’ will return the mean (77.88) of the
temperature column.

Lastly, it is easy to create a new column in a data frame. If we wanted to get
the sum of each record in data frame “airquality”, and then save it as another
column named "total", we would type: 'airqualityStotal <- rowSums (airquality)'
The 'rowSums( )' function will sum each row of a data frame or matrix and return
a vector. So rowSums (airquality) returns the sum of each row, which we then
assigned to airqualityS$total (our new column named total).



That’s all the R for this week. Enjoy the weekend.
FUNCTIONS

data( ) - Load a sample R dataset

data.frame( ) - Create a data frame object

$ - Reference a column of a data frame

mean( ) — Calculate the mean of a numeric vector
rowSums ( ) — Sum each row of a data frame or matrix

Benjamin Stabler

Transportation Planning Analysis Unit
Oregon Department of Transportation
555 13th Street NE, Suite 2

Salem, OR 97301 Ph: 503-986-4104



From: GREGOR Brian J
Sent: Monday, April 28, 2003 12:22 PM
Subject: R Week 3 Lesson 1, Importing, Exporting and Editing Data

R Week 3 Lesson 1, Importing, Exporting and Editing Data

Now that we’re past the preliminaries, we’ll get into some more useful and fun
stuff. Today I’11 explain how to get data into R, how to export it from R so
that I can be brought into another application, and how to use R’s data editor.
At the conclusion of today’s lesson, you should be able to start using R to do
some of your work.

SIMPLE DATA IMPORT

The most common way to important data into R is to use one of the functions that
reads text files. Most applications like Excel can save files as text files.
These can then be read into R. To show you how it is done, I’11l step you through
the process of saving an Excel file as a text file and opening the text file in
R. I’'ve attached an Excel file to this email for your use in this exercise.

Step 1: Save the Excel file as text. Place the "zoning.xls" in the directory
that you’ll be working from. Now go to the ’'File\Save As’ menu item and in the

"Save as type’ drop down list box choose ’'CSV (Comma delimited) (*.csv)’. You’ll
see that Excel kept the same file name but changed the extension to ‘csv’. Now
click ’Save’. (Don’t worry about the warning that says Excel can save multiple

sheets because you only have one.)

Step 2: Import the text file into R. Now start R in the folder where you saved
your file. Then enter ’'zoning <- read.csv("zoning.csv")’ at the prompt. This
will read the table into the object called ’zoning’. The ’"read.csv ()’ function
reads a text file in "comma-separated values" format. The table you read in is
fairly large, so you probably will not want to look at the whole thing. You can
look at the upper left corner of it by entering 'zoning[1:20,1:5]’. This shows
the first 20 rows and first five columns of the table. (Well be explaining the
syntax for subsetting portions of tables and matrices in a couple of days.) Note
that the first line that is printed contains the column names. If you enter
"str(zoning)’ at the prompt, you will see the structure of the data you
imported. Note that it is a data.frame and that all but the first two columns
are integers or other numbers.

MORE FLEXIBLE BUT STILL FAIRLY SIMPLE DATA IMPORT

The first two columns of the ’zoning’ table are factors. The default behavior of
R is to convert character strings into factors when importing tables with
read.csv. Factors are special vectors used to hold a categorical value. This is
useful for statistical analysis, but not always what you want.

If you don’t want your character data to be changed into a factor, or if you
want to control some other aspects of how your data is imported, you can use the
"read.table ()’ function. This function is a little harder to use, but it is much
more flexible. If you enter ’args(read.table)’ at the prompt, you can see the
array of arguments (think of these as options) that the function can take. You
should see the following:

function (file, header = FALSE, sep = "", quote = "\"'", dec = ".",
row.names, col.names, as.is = FALSE, na.strings = "NA", colClasses = NA,



nrows = -1, skip = 0, check.names = TRUE, fill = !blank.lines.skip,
strip.white = FALSE, blank.lines.skip = TRUE, comment.char = "#")

Here are some of the arguments that you are most likely to use:

file You have to have a file name of course (in quotations)

header Set to TRUE if the first row contains the column names

sep Identify the charater used to separate data. White space is the
default

colClasses Identify the type of data for each column.

nrows Use to specify how many rows to read in

skip You can specify how many rows to skip before you read data
Here’s an example of how you would use ’‘read.table()’. This uses the

"example_tables.txt" attachment. If you open up this file in your text editor,
you will see that it has to tables plus some header lines and some separating
blank lines. We can use R to read in these two tables and specify the column
data classes as follows:

"tablel <- read.table("example_tables.txt", header=TRUE, sep="",
colClasses=c ("character", "character", "integer", "numeric", "numeric",
"numeric"), nrows=19 ,skip=4)’

"table2 <- read.table("example_tables.txt", nrows=19, skip=27)'

You can now look at the tables by typing their names at the prompt. You can also
look at their structures by typing ’'str(tablel)’ for example. Notice that the

second table did not have "header’, ’'sep’ or ’'colClasses’ arguments. When the
arguments are not specified, the function uses the default values. These are
shown by ’args(read.table)’. Also note that since there was no header, R labeled

the columns V1, V2 .../

EDITING DATA

R also has some rudimentary capabilities for editing data in tables. If you type
"edit (tablel)’ at the prompt, a window with a spreadsheet look will open up with
your data in it. You can now click in cells and change the values. Try changing
some values. When you’re done, just click the close box. If you type ’"tablel’ at
the prompt, you will see that your changes were recorded.

EXPORTING DATA

Now, say you want to save this table so that you can open it in a spreadsheet or

other application. You can write it to a file with the ’"write.table ()’ function
as follows:
"write.table(tablel, "new_table.csv", sep=",", row.names=FALSE, col.names=TRUE)’

You can specify any type of data separator with the ’'sep=’ argument. In this
case we specified the comma separator. You can then open this file in a text
editor to see what was saved. You can also import it into Excel.

*** Note *** If you save row.names and col.names, and then import the saved
table into Excel, the column names will be shifted one cell to the left. You can

test this with the following commands. ’rownames (tablel) <- letters[1:19]’
"write.table(tablel, "new_table2.csv", sep=",", row.names=TRUE, col.names=TRUE)’
Additional arguments can be specified for the ’"write.table()’ function. The ones

used in these examples are the ones that you will use most.



OTHER IMPORT AND EXPORT OPTIONS

With ’"read.table()’ and 'write.table()’ you will be able to do most of the data
importing and exporting you need to do, but that’s only the tip of the iceberg.
There are many additional ways to read and write data to and from R. Many are
built into R and additional ones are available in add-on packages. Here are
three that you may want to investigate:

"scan()’ is a lower level data import function that is even more flexible
than ’'read.table()’.

The ’foreign ()’ library has functions for reading SPSS, SAS, Stata, Minitab
and S data files.

The ’'RODBC’ library has functions for making database connections, doing SQL
queries and reading and writing database tables. These functions allow you to
read and write to Excel and Access files.

Check these out when you have the time. Ben and I would be happy to answer any
data import/export questions you have.

Brian Gregor, P.E.

Transportation Planning Analysis Unit
Oregon Department of Transportation
Brian.J.GREGOR@odot.state.or.us

(503) 986-4120



